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Executive summary 
This white paper provides sizing guidelines to choose the appropriate storage 
resources to implement virtual desktop infrastructure (VDI). The sizing guidelines are 
for EMC® VNX™ unified storage arrays. This paper also provides information about 
how VDI architecture uses storage systems. These guidelines will help 
implementation engineers to choose the appropriate VNX system for their VDI 
environment.  
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Introduction 
Today, many businesses add desktop virtualization to their IT infrastructure. VDI 
provides better desktop security, rapid provisioning of applications, reliable desktop 
patch deployment, and remote access across a multitude of devices. 

A well thought-out design and implementation plan is critical to building a successful 
VDI environment that provides predictable performance to end users and scalability 
for desktop administrators. When designing a VDI environment, consider the profile 
of the end users, the service level agreements (SLAs) that must be fulfilled, and the 
desired user experience. When implementing VDI, the CPU, memory, network 
utilization, and storage are shared among virtual desktops. The design should ensure 
that all desktops are given enough resources at all times. 

 

It is assumed that the reader is familiar with the concepts and operations related to 
VDI technologies and their use in information infrastructure. This paper discusses 
multiple EMC products, VMware and Citrix products. It also outlines some of the 
general architectural designs. Refer to the documentation of the specific product for 
detailed information on installation and administration.  

 

This white paper is intended for EMC employees, partners, and customers. This 
includes IT planners, virtualization architects and administrators, and any other IT 
professionals involved in evaluating, acquiring, managing, operating, or designing 
VDI leveraging EMC technologies. 

 

This paper includes the following terminology. 

Table 1. Terminology  

Term Definition 

Storage Processor (SP) A hardware component that performs and manages backend 
array storage operations.  

Login VSI A third-party benchmarking tool developed by Login 
Consultants. This tool simulates realworld VDI workload by 
using an AutoIT script and determines the maximum system 
capacity based on users’ response time. 

Storage pool An aggregation of storage disks configured with a particular 
RAID type. 

 

Scope 

Audience 

Terminology  
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VDI technology overview 
 

VDI has many moving components and requires the involvement of several IT 
departments to be successful. Before sizing the storage, it is important to understand 
how the VDI architecture works and how each component uses the storage system. 
This section explains the two popular desktop virtualization environments—Citrix® 
XenDesktop® and VMware® View™. 

 

Citrix XenDesktop transforms Windows desktops to an on-demand service for any 
user, any device, anywhere. XenDesktop quickly and securely delivers any type of 
virtual desktop application to the latest PCs, Macs, tablets, smartphones, laptops, 
and thin clients with a high-definition user experience.  

XenDesktop has two configuration methods: 

 Machine Creation Services (MCS) 

 Provisioning Services (PVS) 

Machine Creation Services 

MCS is a provisioning mechanism introduced in XenDesktop 5. I t is integrated with 
the XenDesktop management interface, XenDesktop Studio, to provision, manage, 
and decommission desktops throughout the desktop lifecycle management from a 
centralized point of management. Figure 1 shows the key components of XenDesktop 
infrastructure with the MCS. 

 

Figure 1. Citrix XenDesktop MCS architecture diagram 

Overview  

Citrix XenDesktop 



 

7 Sizing EMC VNX Series for VDI Workload — White Paper   
 

 The Web interface provides the user interface to the XenDesktop environment. 
The end user uses the web interface to authenticate and receive login access 
information to access the virtual desktop directly. 

 XenDesktop Controller orchestrates the VDI environment. It authenticates 
users, brokers connections between users and their virtual desktops, monitors 
the state of the virtual desktops, and starts/stops desktops based on the 
demand and administrative configuration.  

 The License Server validates and manages the licenses of each XenDesktop 
component. 

 The AD/DNS/DHCP server provides the following: 

 IP address to virtual desktops using DHCP  

 Secure communication between users and virtual desktops using Active 
Directory 

 IP host name resolution using DNS  

 The Database Server stores information about the XenDesktop environment 
configuration, virtual desktops, and their status. 

 The Hypervisor hosts the virtual desktops. It has built-in capabilities to manage 
and configure virtual desktops. XenDesktop Controller uses the hypervisor’s 
built-in features through MCS.  

 The XenDesktop Agent provides a communication channel between 
XenDesktop Controller and virtual desktops. It also provides a direct 
connection between virtual desktops and end users. 

 The Storage Array provides storage to the database and the hypervisor. 
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Figure 2 shows the storage mapping of virtual desktops in MCS. 

 

Figure 2.  XenDesktop MCS virtual desktop storage 

A master image is a tuned desktop used to create new base images. Administrators 
can have multiple versions of the master image by taking snapshots at different 
configurations. A master image can be placed on its own datastore. 

The base image is a point-in-time copy of the master image. One base image copy is 
placed on every datastore allocated to host virtual desktops. The base image is read-
only. However, the base image is common to all the virtual desktops created on the 
same datastore. Therefore, all the read operations to the virtual desktops are 
redirected to the base image.  

A differencing disk is a thinly provisioned disk used to capture changes made to the 
virtual desktop operating system. One differencing disk is created for each virtual 
desktop. When a virtual desktop is created with a dedicated option, the differencing 
disk preserves the changes made to the virtual desktop. However, the differencing 
disk is recreated every time the desktop is restarted in pooled virtual desktops. 

 A 16 MB identity disk is created for each virtual desktop to store the user and 
machine identity information. During restart/refresh, the identity disk is preserved 
regardless of whether the desktop is deployed with the dedicated or the pooled 
option.   
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Provisioning Services 

PVS uses the streaming technology to provision virtual desktops. PVS uses a single 
shared desktop image to stream across all the virtual desktops. This approach 
enables organizations to manage virtual desktop environment using fewer disk 
images. Figure 3 shows the key components in XenDesktop with PVS. 

 

Figure 3. XenDesktop PVS architecture diagram 

PVS requires a similar environment as MCS. However, it requires two additional 
servers to stream the desktop image and deliver it to the virtual desktops. 

 The TFTP Server  is used by the virtual desktop to boot from the network and 
download the bootstrap file. The bootstrap file has the information to access 
the PVS server and stream the appropriate desktop image. 

 The PVS server is used to stream the desktop image to the virtual desktops. 
The PVS server has a special storage location called vDisk that stores all the 
streaming images.  

 The DHCP server provides the IP address and PXE boot information to virtual 
desktops using DHCP.  
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Figure 4 shows the storage mapping of virtual desktops in PVS. 

 

Figure 4. XenDesktop PVS virtual desktop storage 

Similar to MCS, the master image is a tuned desktop used to create a new base 
image. The master image can be placed on a separate datastore. The master image is 
accessed only when PVS creates/updates the base image. 

The PVS server extracts the master image and creates a base image on the vDisk 
datastore. The base image is streamed to virtual desktops and set to the read-only 
mode. The PVS server uses a Citrix propriety version control mechanism to keep 
multiple versions of the base image.  

A write-cache disk (similar to MCS differencing disk) is created for each virtual 
desktop. The write-cache disk is thinly provisioned and is used to capture changes 
made to the virtual desktop operating system.  

Personal vDisk 

Personal vDisk is a new feature introduced in XenDesktop 5.6. Personal vDisk 
preserves the customization settings and user-installed applications in a pooled 
desktop by redirecting the changes from the user’s pooled virtual machine to a 
separate disk called Personal vDisk. The personal vDisk can be deployed with MCS 
and PVS configurations. 



 

11 Sizing EMC VNX Series for VDI Workload — White Paper   
 

Figure 5 shows the storage mapping of virtual desktops using personal vDisk in MCS. 

 

Figure 5. XenDesktop Personal vDisk with MCS virtual desktop storage 

The personal vDisk stores users’ personal and application data of the virtual desktop. 
The users’ personal data is visible to the end user as drive P. However, the 
application data is hidden. During a desktop session, the content of the personal 
vDisk application data is blended with the content from the base virtual machine and 
differential disk (in case of PVS, it is blended with base image and write-cache disk) 
to provide a unified experience to the end user as drive C. For better end-user access 
time, place the personal vDisk on a separate datastore. 

 

VMware View provides rich and personalized virtual desktops to end users. With 
VMware View, administrators can virtualize the operating system, applications, and 
user data while gaining control, efficiency, and security by having desktop data in a 
data center. VMware View has several components that work together to deliver a 
robust VDI environment. 

VMware View 
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Figure 6 shows the typical VMware View VDI components. 

 

Figure 6. VMware View architecture diagram 

 VMware View Manager orchestrates the VDI environment. It authenticates 
users, assigns virtual desktops to users, monitors the state of the virtual 
desktops, and starts/stops desktops based on the demand and the 
administrative configuration.  

 The DHCP server provides the IP address to virtual desktops  

 The Database Server stores the VMware View, vCenter, and virtual desktop 
configuration information in a database. 

 The VMware Virtual Infrastructure hosts the virtual desktops. VMware View 
Composer uses the built-in capabilities of VMware Virtual Infrastructure to 
manage and configure virtual desktops.  

 The View Agent provides communication between View Manager and the virtual 
desktops. It also provides a direct connection between virtual desktops and 
end users through VMware View Client. 

 The View Client (user endpoint) communicates with View Manager and View 
Agent to authenticate and connect to the virtual desktop.  

 The Storage Array provides storage to database and VMware virtual 
infrastructure. 
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Figure 7 shows the different storage components in each virtual desktop. 

 

Figure 7.  VMware View architecture virtual desktop storage 

A base image is a tuned desktop that will be used to create new replica images. 
Administrators can have multiple versions of the base image by taking snapshots at 
different configurations. The base image can be placed on its own datastore.  

During virtual desktop creation, the first thing that View Composer does is to ensure 
that each datastore has its own replica. A replica is a thinly provisioned full copy of 
the base image. To create a replica, the administrator has to select a point-in-time 
copy of the base image. If a separate replica datastore is selected, one replica is 
created for every one thousand virtual desktops. The replica disk is read-only. 
However, the replica disk is common to all the virtual desktops. Therefore, the read 
operations of virtual machines to their OS files are redirected to the replica disk.  

After the replica is created, linked clones are created for each virtual machine. A 
linked clone is an empty disk when the virtual desktop is created. It is used as a place 
holder to store all the changes made to the virtual desktop operating system.  

A disposable disk is created to store the virtual machine’s page file, Windows system 
temporary files, and VMware log files. This content is deleted when the virtual 
machine is restarted. The disposable disks are placed on the same datastore as the 
linked clones. 
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When virtual desktops are created with the dedicated option, View Composer creates 
a separate persistent disk for each virtual desktop. The persistent disk stores all the 
user profile and user data information for the virtual desktops. The persistent disk 
can be detached and attached to any virtual desktop to access data.  

During the virtual machine creation, an internal disk of 16 MB is created for each 
virtual desktop. It is used to store the personalized information such as computer 
name, domain name, username, and password. When the virtual desktop is 
recomposed/restarted, the data in the internal disk is preserved. The data is written 
during the initial creation of the virtual desktop, and at the stage of the virtual 
machine joining to a domain and password reset. 
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VDI I/O patterns 
 

Sizing storage for VDI is one of the most complicated and critical components during 
the design and implementation process. Storage sizing becomes complex when the 
storage requirement of the desktop users is not fully understood. A desktop user has 
requirements for storage capacity and performance. Sizing is often considered only 
with the aspect of storage capacity. This leads to undesirable performance to end 
users.  

 

From a user’s perspective, good performance of a virtual desktop is the ability to 
complete any desktop operation in a reasonable amount of time.  This means the 
storage system that supports the virtual desktop must be able to deliver the data 
(read/write operation) quickly. Therefore, the correct way for sizing storage is to 
calculate the IOPS of each virtual desktop and design storage to meet the IOPS 
requirements in a reasonable response time.   

It is highly recommended to optimize the OS image used for the Master/Base image. 
The following data shows the effect of optimization during steady state workload. The 
optimized image used in this case has several Windows features and services, such 
as Windows 7 themes, Windows search index, Bit Locker Drive Encryption, and 
Windows Defender is disabled to reduce resource utilization. 

 

Figure 8. Desktop IOPS: optimized vs. non-optimized 

Figure 9 shows that during steady state, the IOPS of optimized desktops reduces by 
15 percent. When planning the VDI implementation, the administrator must decide 
whether saving IOPS is worth disabling some of the Windows features. 

  

Overview 

Measuring desktop 
performance 

Optimizing 
desktops 
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The I/O workloads of virtual desktops vary greatly during the production cycle. The 
four common workloads during the virtual desktop production cycle are: 

 Boot storm 

 Login storm 

 Steady state 

 Virus scan 

For a successful deployment, the storage system must designed to satisfy all of these 
workloads. 

Boot storm: Boot storms occur when all virtual desktops are powered on 
simultaneously. The boot storm puts a heavy load on the storage system because all 
the virtual desktops are competing for the shared storage resources. To minimize the 
heavy load on the storage system, it is recommended to boot the virtual desktops 
during non-peak hours and boot a few virtual desktops at a time. 

Finding the I/O requirement to boot a single virtual desktop depends on the desktop 
image and the boot time. Use the following formula to calculate the IOPS requirement 
to boot a single virtual desktop: 

Required IOPS per desktop = 
Data required to boot 
Boot time * I/O size 

The data required to boot depends on the desktop image. Test results show that a 
Windows 7 desktop image with Microsoft Office installed requires about 130 MB 
(133120 KB) data to boot and register a virtual desktop. The average I/O size during 
boot storm is about 4 KB. Plugging these values shows that 70 IOPS is required to 
boot a virtual desktop in eight minutes (480 seconds).  

Login storm: Login storms occur when users log in to the virtual desktops at the same 
time. Unlike boot storms, login storms cannot be avoided in an environment where 
end users start work at the same time. 

VDI workloads 



 

17 Sizing EMC VNX Series for VDI Workload — White Paper   
 

 

Figure 9. Average desktop IOPS during login 

Figure 9 shows the IOPS required during login time. The login IOPS are measured on a 
physical and virtual desktop for comparison. The data shows that both desktops 
require similar IOPS during login session.   

Steady state: Steady state occurs when users interact with the desktop. The IOPS for 
steady state varies because user activities differ. Login VSI medium workload was 
used to measure the IOPS during steady state. The IOPS was compared between 
physical and virtual desktops. 

 

Figure 10. Desktop IOPS during steady state 
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Figure 10 shows the IOPS required during steady state. Both physical and virtual 
desktops show similar IOPS requirement. Maximum IOPS occurred at the beginning of 
the Login VSI test when applications were launched.  

Figure 11 shows how the virtual desktop I/Os are served by the hypervisor and VNX 
system. The desktops are provisioned through VMware View or Citrix XenDesktop 
with MCS. In this example, the storage system is provisioned to the hypervisor 
through NFS. The FAST Cache on page 26 provides more details on EMC FAST™ Cache. 

 

Figure 11. IOPS flow for VMware View and XenDesktop with MCS 

The virtual desktops generated an average of 8.2 IOPS during steady state. The 
hypervisor converts the virtual desktop IOPS into NFS IOPS. During the conversion, 20 
percent more IOPS are observed due to NFS metadata. Even though NFS comes with 
an overhead, it has the benefit of being simple and easy-to-manage in a VDI 
environment. In high-end VNX platforms, the Data Mover has large cache and some of 
the NFS I/Os are served by this cache. This reduces the I/O going to the storage 
processor and compensates for the overhead due to NFS protocol. 

The Data Mover sends the NFS IOPS to the storage processor. The storage processor 
has DRAM cache as well as FAST Cache configured for the desktop storage pool. 
Testing shows that more than 90 percent of the IOPS are served by the DRAM and 
FAST Cache. Only 10 percent of the IOPS are served by the SAS disks. Note that the 
number of I/Os served by DRAM and FAST Cache depends on the virtual desktop 
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workload type and the cache size. The VNX system must be configured with 
appropriate Flash drives to optimize the FAST Cache utilization. 

Figure 12 shows how the virtual desktop I/Os are served by the hypervisor and VNX 
system in XenDesktop with PVS. In this example, the storage system is provisioned to 
the hypervisor through NFS. 

 

Figure 12. IOPS flow for XenDesktop with PVS 

Similar to VMware View and XenDesktop with MCS, the virtual desktops generated an 
average of 8.2 IOPS during steady state. The PVS server streamed 16 percent of the 
steady state desktop IOPS. The remaining 84 percent are served by the VNX storage. 

The hypervisor converts 84 percent of the virtual desktop storage IOPS into NFS IOPS. 
During the conversion, 20 percent more IOPS are observed due to NFS metadata. The 
Data Mover sends the NFS IOPS to the storage processor. The storage processor has 
DRAM cache as well as FAST Cache configured for the desktop storage pool. Testing 
shows that 88 percent of the storage IOPS are served by the DRAM and FAST Cache. 
Only 12 percent of the IOPS are served by the SAS disks.    
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Figure 13 shows the virtual desktop IOPS distribution for VMware View and Citrix 
XenDesktop with MCS and PVS provisioning. 

  

Figure 13. IOPS distribution for VMware View and XenDesktop with MCS and PVS 

Note:  The pie chart percentage distribution does not take into account the NFS 
overhead mentioned in these examples.  

Virus scan: Virus scan occurs during full antivirus scan of virtual desktops. The I/O 
requirement to conduct the virus scan depends on the desktop image and the time to 
complete the full scan. 
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Figure 14. Desktop IOPS requirement for virus scan 

Figure 14 shows the trend line of required IOPS with the time to complete the scan. 
The trend line is based on the Windows 7 desktop image with Microsoft Office 
installed. The virus scan requires very high IOPS per desktop. To avoid any impact on 
end-user experience, it is recommended to run virus scan during non-peak hours. 
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Sizing VNX series for VDI workload  
 

The VNX series delivers a single-box block and file solution, which offers a centralized 
point of management for distributed environments. This make it possible to 
dynamically grow, share, and cost effectively manage multiprotocol file systems and 
multiprotocol block access. Administrators can take advantage of the simultaneous 
support of NFS and CIFS protocols by enabling Windows and Linux/Unix clients to 
share files by using the sophisticated file-locking mechanism of VNX for file and VNX 
for Block for high-bandwidth or for latency-sensitive applications. The VNX series 
unified storage offers the following four models. 

 
Figure 15. VNX series unified storage systems 

These four options are based on the number of disks it can support. Customers can 
configure the VNX system with 5 to 1000 disks. This helps customers to select the 
right VNX system according to their environment needs.  The VNX series is built for 
speed delivering robust performance and efficiency to support the provisioning of 
virtual desktops (thin/thick). The VNX series is optimized for virtualization, and thus 
supports all leading hypervisors, simplifies desktop creation and storage 
configuration. The sizing guidelines are based on the desktop profile mentioned in 
VDI I/O patterns on page 15. Additional storage resources must be allocated for 
higher desktop profile environment. Using these guidelines, the VDI can be deployed 
with FC or NFS connectivity for the virtual desktop datastores. 

The next few sections give details on selecting the right VNX system components for a 
VDI environment. 

 

Sizing VNX storage system to meet virtual desktop IOPS is a complicated process. 
When an I/O reaches the VNX storage, it is served by several components such as 
Data Mover (NFS), backend dynamic random access memory (DRAM) cache, FAST 
Cache, and disks. To reduce the complexity, a building block approach is used. A 
building block is a set of spindles used to support a certain number of virtual 
desktops.  

Overview 

Sizing with 
building block 
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The following building block configuration is recommended for all VDI VNX systems. 

Table 2. VNX series building block configuration – XenDesktop with MCS 

Number of desktops 
Drives 

SSD drives 15K SAS drives 

1000 2 (RAID 1) 20 (RAID 5) 

 
Table 3. VNX series building block configuration –XenDesktop with PVS 

Number of desktops 
Drives 

SSD drives 15K SAS drives 

1000 2 (RAID 1) 16 (RAID 10) 

 
Table 4. VNX series building block configuration – VMware View 

Number of desktops 
Drives 

SSD drives 15K SAS drives 

1000 2 (RAID 1) 15 (RAID 5) 

 
This basic building block can be used to scale users by multiplying the number of 
drives for every 1000 desktops. The solid state drives (SSD) are used for FAST Cache. 
The SAS drives are used to store virtual desktops.  

Storage disks come in different sizes. The maximum size of the virtual desktop 
depends on the capacity of the storage disk and the RAID type.  

Table 5 shows the maximum available desktop space when selecting different disk 
sizes. 

Table 5. Maximum storage capacity per virtual desktop 

Desktop provisioning 
methods 

Maximum desktop space 

300 GB, 15K 
RPM SAS 

600 GB, 15K 
RPM SAS 

VMware View 3 GB (RAID 5) 6 GB (RAID 5) 

Citrix XenDesktop (MCS) 4 GB (RAID 5) 8 GB (RAID 5) 

Citrix XenDesktop (PVS) 2 GB (RAID 10) 4 GB (RAID 10) 

 
The maximum desktop space mentioned in Table 5 includes the virtual desktop 
vswap file. Therefore, the available space for end user is equal to the maximum 
desktop space shown in Table 5 minus the vswap file.  The size of the vswap file is 
typically equal to the size of the memory allocated to the virtual desktop. However, 
the vswap file size can be reduced with memory reservation. For example, a desktop 
with 1 GB RAM and 50 percent memory reservation creates a vswap file of 0.5 GB. 

When using these building blocks, it is important to note that CPU, memory, and 
network must be properly sized to meet the virtual desktops requirement. A wrong 
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sizing choice of these resources significantly increases the storage IOPS requirement 
and invalidates the building block recommendation. 

The following sections provide additional recommendation to select other VNX 
components. 

 

The VNX backend array provides block storage connectivity to Data Mover and other 
servers. Each VNX backend array has two storage processors for high availability and 
fault tolerance. Customers can select different backend array configuration 
depending on the performance and capacity needs. Table 6 shows the backend array 
configuration for different VNX systems. 

Table 6. VNX series backend array configuration 

Configuration VNX5300 VNX5500 VNX5700 VNX7500 

Min. form factor 7U 7U-9U 8U-11U 8U-15U 

Max. drives 125 250 500 1000 

Drive types 3.5” Flash, 15K SAS and 7.2K NL-SAS and 2.5” 10K SAS 

CPU/cores/memory 
(per SP) 

1.6  GHz/ 4/8 
GB 

2.13 GHz/ 
4/12 GB 

2.4 GHz/ 4/18 
GB 

2.8 GHz/ 
6/24 GB 

Protocols FC, iSCSI, FCoE 

 
The entire VNX system backend array supports FC, iSCSI, and FCoE protocols. The 
storage processor CPU and memory is increased on high-end backend arrays to 
support higher drives count. Administrators can select the backend storage based on 
the number of drives needed for the VDI implementation. 

 

Figure 16. Backend array IOPS scaling with CPU utilization 

Backend array 
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Figure 16 shows the scalability of VNX systems. When the VDI workload is increased 
with higher backend arrays, the CPU utilization does not increase significantly. This 
shows that high-end backend arrays of VNX series can scale up well with higher VDI 
workloads. When virtual desktop load on the same backend array is increased, the 
scale up will not be linear. Table 7 shows the recommended maximum virtual 
desktops for different backend arrays.  

Table 7. Recommended maximum virtual desktops for backend arrays 

Backend array Maximum virtual desktops 

VNX5300 1,500 

VNX5500 3,000 

VNX5700 4,500 

VNX7500 7,500 

 

 

Data Movers are used when VDI implementation uses NFS datastores to store virtual 
desktops and CIFS share to store user data. A Data Mover is an independent server 
running the EMC propriety operating system, data access in real time (DART). Each 
Data Mover has multiple network ports, network identities, and connections to the 
backend storage array. In many ways, a Data Mover operates as an independent file 
server, bridging the LAN and the back-end storage array. The VNX system has one or 
more Data Movers installed in its frame. 

Table 8. VNX series Data Mover configuration 

Configuration VNX5300 VNX5500 VNX5700 VNX7500 

Data Movers  1 or 2 1 or 2 or 3 2 or 3 or 4 2 to 8 

CPU/cores/memory 
(per Data Mover) 

2.13 GHz/ 
4/6 GB 

2.13 GHz/ 
4/12 GB 

2.4 GHz/ 
4/12 GB 

2.8 GHz/ 
6/24 GB 

Protocols NFS, CIFS, MPFS, pNFS 

 
To ensure high availability, VNX supports a configuration in which one Data Mover 
acts as a standby for one or more active Data Movers. When an active Data Mover 
fails, the standby quickly takes over the identity and storage tasks of the failed Data 
Mover. 

Data Mover 
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Figure 17. CPU utilization for VDIs on a single Data Mover 

Figure 17 shows that on a single Data Mover, the CPU utilization increases linearly 
when virtual desktops are added. Testing shows that increasing virtual desktops 
does not scale linearly with the number of Data Movers. It is recommended to use 
1,500 virtual desktops for one Data Mover when implementing over NAS protocol. 

Table 9 shows the recommended virtual desktops with active Data Movers. 

Table 9. Recommended virtual desktops with active Data Movers 

Number of active Data Movers Maximum virtual desktops 

1 1,500 

2 3,000 

3 4,500 

5 7,500 

 

EMC FAST Cache uses the SSD to add an extra layer of cache between DRAM cache 
and disk drives. The FAST Cache feature is available to all VNX systems. FAST Cache 
works by examining 64 KB chunks of data in FAST Cache-enabled objects on the 
array. Frequently accessed data is copied to the FAST Cache and subsequent 
accesses to the data chunk are serviced by FAST Cache. This enables immediate 
promotion of very active data to the Flash drives. 

This extended read/write cache is an ideal caching mechanism for the VDI 
environment because the  desktop image and other active user data are so frequently 
accessed that the data is serviced directly from the SSDs without accessing the 
slower drives at the lower storage tier. FAST Cache can be enabled on the desktop 
and user data storage pools. 

FAST Cache 
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Figure 18. FAST Cache IOPS with increasing drives 

Figure 18 shows FAST Cache IOPS with increased SSDs on different VNX platforms. 
FAST Cache consists of SSD IOPS and backend array DRAM IOPS. In higher VNX 
platforms, the backend array DRAM is higher. When scaling virtual desktops on the 
VNX system, low-end systems need additional SSDs to compensate for the DRAM 
memory to maintain the same FAST Cache hit ratio. Additional FAST Cache drives 
requirement varies for different VNX series backend array because they have different 
DRAM installed on SPs. Table 10 shows the threshold for additional SSD requirement 
for scaling VDI workload. 

Table 10. Additional FAST Cache requirement threshold 

Backend array Additional FAST Cache requirement 

VNX5300 > 1,000 virtual desktops 

VNX5500 > 2,000 virtual desktops 

VNX5700 > 3,000 virtual desktops 

VNX7500 > 5,000 virtual desktops 

 
It is recommended to add a pair of SSDs for every 1,000 VDI after the threshold for 
additional FAST Cache requirement is reached. 
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Deployment considerations for VDI sizing 
 

VDI can be implemented in several ways to meet end-user requirement. This section 
provides information on a few key areas that must be considered before the VDI 
deployment because they impact the storage requirement.  

 

The sizing guideline in this paper is based on the Login VSI medium workload. This 
workload is considered as a typical office workload. However, some customer 
environment may have more active user profiles. 

If a company has 500 users, and due to customer corporate applications, each user 
generates 24 IOPS as compared to 8 IOPS used in the sizing guideline. This customer 
will need 12,000 IOPS (500 users * 24 IOPS per virtual desktop). In this case, one 
building block will be underpowered because it has been rated to 8,000 IOPS (1,000 
desktops * 8 IOPS per virtual desktop). Therefore, the customer must use two 
building blocks configuration to satisfy the IOPS requirement for this environment. 

The sizing guidelines in this paper assume that all desktop users will be active at all 
times. In other words, a single building block architecture, all 1000 desktops 
generating workload in parallel, all booted at the same time, and so on. If a customer 
expects to have 1500 users, but only 50 percent of them will be logged on at any 
given time due to time zone difference or alternate shifts,  750 active users out of the 
total 1500 users can be supported by the one building block architecture. 

 

Virtual desktops can be created either in a persistent/dedicated mode or a non-
persistent/pooled mode. In the persistent/dedicated environment, the user data, 
user installed applications, and customizations are preserved during log out/restart. 
However, in the non-persistent/pooled environment, the user data or customizations 
are lost during log out/restart.   

The storage requirement for both environments is similar at the beginning of the 
deployment. However, persistent/dedicated desktops grow over time when patches 
and applications are installed. This reduces the number of I/Os that can be served by 
EMC FAST Cache. More I/Os are passed on to the lower storage tier. This increases 
the response time and affects the end-user experience. To maintain the same level of 
end-user experience, configure additional FAST Cache on the persistent/dedicated 
configurations.   

 

A virtual desktop consists of Windows OS files, applications files, user data, and user 
customizations. Windows OS files and applications files are very frequently accessed 
and they do not grow rapidly. The user data and user customizations files are not 
accessed heavily. However, the user data grows over a period of time. To meet these 
two different storage requirements, it is best to separate them and place them in two 
different storage tiers.  

 

Overview 

Sizing for heavier 
desktop workload 

Concurrency 

Persistent/dedicat
ed vs. non-
persistent/pooled 
mode 

User data and 
desktop files 
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Table 11 shows the recommended building block user data configuration. 

Table 11. User data building block disk configuration 

Number of 
desktops 

Drives Maximum user data with drive capacity 

7.2K NL-SAS drives 1 TB 2 TB 3 TB 

1000 16 (RAID 6) 10 GB 20 GB 30 GB 

 
There are several tools and methods to separate the user data and user setting from 
the desktop files. Microsoft roaming profile and folder redirection is one of the easier 
ways to separate and place these in two different storage tiers. Along with these 
tools, there are several third-party applications such as XenDesktop Profile Manager, 
VMware Persona Management, and AppSense that can separate and move the user 
data into lower storage tier. It is recommended to use SAS drives for desktop files and 
NL-SAS drives for user data.   

 

When virtual desktops are deployed using Citrix (MCS) and VMware VDI, the master 
image is copied to create a replica/base image. The replica/base image is common to 
many virtual desktops. Because it is accessed heavily, the data is on FAST Cache. 
When multiple master images are used to deploy virtual desktops, one replica/base 
image must be created for each master image. This will create a space contention on 
FAST Cache and not all the replica/base images are promoted to FAST Cache. This will 
significantly reduce the storage performance and impact the end-user experience. To 
avoid FAST Cache contention, add a pair of FAST Cache drives for every additional 
eight replicas/base images on a building block.   

 

To enhance the desktop experience, deploy virtual desktops with other applications 
such as Citrix XenApp and VMware vShield. However, these applications require 
additional storage and server resources. Follow the application guidelines and add 
additional storage resources based on vendor recommendations. 

For example, when Citrix XenApp is used to stream applications to virtual desktops, it 
creates additional I/Os. To keep the same level of user experience, add ten SAS 
drives (eight for RAID 10 configuration)to the virtual desktop storage pools for every 
building block.   

 

VMware View Storage Accelerator reduces the storage load associated with virtual 
desktops by caching the common blocks of desktop images into local vSphere host 
memory. The Accelerator leverages a VMware vSphere 5.0 platform feature called 
Content Based Read Cache (CBRC) that is implemented inside the vSphere 
hypervisor. When enabled for the View virtual desktop pools, the host hypervisor 
scans the storage disk blocks to generate digests of the block contents. When these 
blocks are read into the hypervisor, they are cached in the host-based CBRC. 
Subsequent reads of blocks with the same digest will be served from the in-memory 
cache directly. 

When VMware View Storage Accelerator is implemented in VDI, it reduces the read-
intensive I/Os such as boot storm, login storm, and antivirus scan to the VNX system. 
However, it does not reduce the storage I/O during the steady state. The storage must 

Multiple master 
images 

Running other 
applications 

VMware View 
Storage 
Accelerator 
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be configured with the recommended number of building blocks to provide optimum 
end-user experience.    

 

In a virtual environment, it is common to provision virtual machines with more 
memory than the hypervisor physically has due to budget constraints. The memory 
over-commitment technique takes the advantage that each virtual machine does not 
fully utilize the amount of memory allocated to it. It makes business sense to 
oversubscribe the memory usage to some degree. The administrator has the 
responsibility to proactively monitor the oversubscription rate such that it does not 
shift the bottleneck away from the server and become a burden to the storage 
subsystem. 

If VMware vSphere runs out of memory for the guest operating systems, paging will 
begin to take place, resulting in extra I/O activity going to the vswap files. If the 
storage subsystem is sized correctly, occasional spikes due to vswap activity may not 
cause performance issue as transient bursts of load can be absorbed. However, if the 
memory oversubscription rate is so high that the storage subsystem is severely 
impacted by a continuing overload of vswap activity, more disks will need to be 
added  due to the demand of increased performance. At this juncture, it is up to the 
administrator to decide whether it is cost effective to add more physical memory to 
the server or to increase the amount of storage. 

If the administrator decides to increase the storage amount, then  the planned 
number of desktops needs to be adjusted. For example, if customers have 1500 
desktops to be virtualized, but each one needs 2 GB memory instead of 1 GB, then 
plan for 3000 desktops and choose three building block storage configuration to 
accommodate additional storage requirement. 

It is possible that a customer environment does not exactly match the specification of 
the profile mentioned in this white paper. In such cases, the sizing guidelines must 
be adjusted to meet the customer profile. Consider the following examples: 

Example 1: VDI deployment using VMware View through NFS 

A customer environment has 1200 users and each user generates an average of 20 
IOPS. Because of the heavy user activity, each of their virtual desktops is provisioned 
with 4 GB of RAM with 50% memory reservation. They want to deploy VDI with 
VMware View with persistent desktops and each desktop must have at least 10 GB of 
desktop space. The customer environment has 15 different departments and each 
department has its own custom master/base image.. They want to provision the 
storage  through NFS. They want to redirect the user data into a CIFS share and 
provide 25 GB space for each desktop.    

Table 12. Customer 1 environment characteristics  

Characteristics Value 

VDI implementation type VMware View 

Number of desktops 1200 

Steady state IOPS per desktop 20 

Concurrency 100% 

VMware vSphere 
Memory 
Overcommitment 

Applying the sizing 
guidelines 
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Characteristics Value 

Desktop capacity 10 GB 

Protocol used (NFS or FC) NFS 

User data per desktop 25 GB 

List of applications running None 

Number of master/base images 15 

  
Table 13. Customer 1 sizing tasks  

Task 1: Calculate the number of desktop drives = 7 Flash drives + 47 SAS drives 

 Active desktops at any given time = 1200 * 100%  (concurrency)= 1200  

 Customer IOPS required for this environment = 1200 * 20 = 24,000 IOPS 

 IOPS per building block = 8,200 IOPS (1000 users * 8.2 steady state IOPS ) 

 Number of building blocks required for customer = 24,000/8,200 = 3 

Based on recommendation in Table 4, one building block VMware View requires two Flash 
drives and 15 SAS drives. 

Total number of drives required = 3* (2 Flash drive + 15 SAS drive) + hotspares 

  = 6 Flash drives + 45 SAS drives + (1 Flash drive and 2 SAS drives) for hotspare 

  = 7 Flash drives + 47 SAS drives 

Task 2: Calculate additional storage requirement to meet other applications = 0 

None 

Task 3: Choose the appropriate desktop drive to meet the capacity = 600 GB drive 

Desktop space required = 1200 desktops *( 10 GB desktop space + vswap file) 

                   = 1200 (10 GB + 4 GB of RAM * 50% memory reservation) 

                   = 14.4 TB 

Based on recommendation in Table 5, one building block available capacity is 3 TB (3 GB 
available space per desktop * 1000 desktops)for 300 GB drives and 6 TB (6 GB available 
space per desktop* 1000 desktops) for 600 GB drives.  

Based on the Task 1 calculation, we need three building blocks. With 300 GB drives, the 
maximum capacity available for three building blocks is 9 TB (3 TB * 3 building blocks) 
which is not enough to meet the storage need of 14.4 TB. Therefore, the customer needs to 
choose 600 GB drive (6 TB * 3 building block = 18 TB) to meet the additional desktop space 
requirement. 

Task 4: Calculate the number of Data Movers required = 3 

Based on the recommendation in Table 9, one Data Mover can support 12,300 IOPS (1500 
users * 8.2 average IOPS). 

Required Data Mover = Customer IOPS/Max IOPS supported by a Data Mover 

Required Data Mover  = 24,000 IOPS / 12,300 IOPS per Data Mover = 2 

To provide high availability, one Data Mover must act as stand-by. Therefore, three Data 
Movers are required. 

Task 5: Choose the appropriate user data drives to meet the capacity = 50, 1 TB 
NL-SAS  
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User space required = 1200 desktops * 25 GB user space 

           = 30 TB 

Based on the recommendation in Table 11, one building block available capacity is 10 TB 
(10 GB available space per user * 1000 desktops) for 1 TB drives, 20 TB (20 GB available 
space per user* 1000 desktops) for 2 TB drives, and 30 TB (30 GB available space per user* 
1000 desktops) for 3 TB drives. 

Based on the Task 1 calculation, we need 3 building blocks. With 1 TB drives, the maximum 
capacity available for three building blocks is 30 TB (10 TB * 3 building blocks) which is 
enough to meet the storage need of 30 TB.   

Required drives = Number of building block * 16 NL-SAS drives (Table 11) + hotspare 

                               = 3* 16 + hotspares 

                               = 48 + 2 = 50 NL-SAS drives 

Task 6: Choose the appropriate VNX = VNX5500 

 Number of building block required = 3 (Task 1) 

 Number of equivalent user per building block = 3000 (number of building block * 
number of users per building block) 

 Number of Data Movers required = 3 (Task 4) 

Smallest VNX platform that supports 3000 (Table 7) users and three Data Movers (Table 8) 
is VNX5500 

Task 7: Additional Flash drives due to VNX platform =  2 Flash drives 

Based on the recommendation in Table 10, VNX5500 requires additional Flash drive when 
more than 2000 (two building blocks) desktops are deployed.  

The customer environment requires three building blocks. Therefore, two  pairs of 
additional Flash drives are required.  

Task 8: Additional Flash drives due to multiple Master/Base Images = 6 Flash 
drives 

Customer uses 15 master/base images for their VDI environment.  

A pair of Flash drives must be added for every additional eight master/base images per 
building block. Therefore, customer needs to add three pairs of Flash drives since the 
customer environment requires three building blocks. 

 
Table 14. Customer 1 components required 

Components Quantity 

VNX5500  1 

600 GB, 15K  SAS drives 47 (45 active + 2 hotspare) 

100 GB, Flash drives 15 (14 active + 1 hotspare) 

1 TB, 7.2K RPM NL-SAS drives 50 (48 active + 2 hotspare) 

Data Movers 3 (2 active + 1 stand-by) 

License NFS, CIFS 

 
Example 2: VDI deployment using Citrix XenDesktop with PVS  through FC 

A customer environment has 5000 users and each user generates an average of 16 
IOPS. Due to shift schedule, only 50% of the desktops are active at any given time. 
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Each of their virtual desktops is provisioned with 1 GB of RAM. They want to deploy 
VDI with Citrix XenDesktop with PVS. They want their desktop to have at least 5 GB of 
desktop space. The customer  environment  uses five different master/base images 
on the PVS server. They want to provision VDI storage through FC. They want to deploy 
XenApp to stream their applications. They already have a NAS system where they 
redirect the user data.    

Table 15. Customer 2 environment characteristics  

Characteristics value 

VDI Implementation type Citrix XenDesktop with PVS 

Number of desktops 5000 

Steady state IOPS per desktop 16 

Concurrency 50% 

Desktop capacity 5 GB 

Protocol used (NFS or FC) FC 

User data per desktop 0 

List of applications running XenApp 

Number of Master/Base Image 5 

  
Table 16. Customer 2 sizing tasks  

Task 1: Calculate the number of desktop drives = 11 Flash drives + 83 SAS drives 

 Active desktops at any given time = 5000 * 50% (concurrency) = 2500  

 Customer IOPS required for this environment = 2500 * 16  = 40,000 IOPS 

 IOPS per building block = 8,200 IOPS (1000 users * 8.2 steady state IOPS ) 

 Number of building blocks required for customer = 40,000/8,200 = 5 

Based on the recommendation in Table 3, one building block Citrix XenDesktop with PVS 
requires two Flash drives and 16 SAS drives. 

Total number of drives required = 5* (two Flash drives + 16 SAS drives) + hotspares 

  = 10 Flash drives + 80 SAS drives + (One Flash drive and three SAS drives) for hotspare 

  = 11 Flash drives + 83 SAS drives 

Task 2: Calculate additional storage requirement to meet other applications = 42 
SAS drives 

XenApp requires additional eight SAS drives for each RAID 10 building block. 

Drives required to host XenApp = number of building block required * 8 SAS drives + 
hotspare 

= 40 SAS drives + 1 hotspare 

= 41 SAS drives 

Task 3: Choose the appropriate desktop drive to meet the capacity = 600 GB drive 

Desktop space required = 5000 desktops *( 5 GB desktop space + vswap file) 

                   = 5000 (5 GB + 1 GB of RAM ) 
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                   = 30 TB 

Based on the recommendation in Table 5, one building block available capacity is 2 TB (2 
GB available space per desktop * 1000 desktops)for 300 GB drives and 4 TB (4 GB 
available space per desktop* 1000 desktops) for 600 GB drives.  

With XenApp requirement of adding eight drives per building block, one building block 
available capacity is 3 TB (2 TB + 1 TB from additional drives)for 300 GB drives and 6 TB (4 
GB +2 TB from additional drives) for 600 GB drives. 

Based on the Task 1 calculation, we need five building blocks. With 300 GB drives, the 
maximum capacity available for five building blocks is 15 TB (3 TB * 5 building block) which 
is not enough to meet the storage need of 30 TB. Therefore, the customer need to choose 
600 GB drive (6TB * 5 building block = 30 TB) to meet the additional desktop space 
requirement. 

Task 4: Calculate the number of Data Movers required = 0 

None. This is an FC implementation. 

Task 5: Choose the appropriate user data drive to meet the capacity = 0 

None. NAS is already available. 

Task 6: Choose the appropriate VNX = VNX5500 

 Number of building block required = 5 (Task 1) 

 Number of equivalent user per building block = 5000 (number of building block * 
number of users per building block) 

 Number of Data Movers required = 0 (Task 4) 

 Smallest VNX platform that supports  5000 (Table 7) desktops is VNX7500 

Task 7: Additional Flash drives due to VNX platform =  0 Flash drives 

Based on the recommendation in Table 10, VNX7500 requires additional Flash drive when 
more than 5000 (five building blocks) desktops are deployed.  

The customer environment requires five building blocks. Therefore, no additional Flash 
drives are required.  

Task 8: Additional Flash drives due to multiple Master/Base Images = 0 Flash 
drives 

Customer uses five master/base images for their VDI environment.  

A pair of Flash drives must be added for every additional eight master/base images per 
building block. Therefore, no additional Flash drives are needed for this environment. 

 
Table 17. Customer 2 Components required 

Components Quantity 

VNX 7500 1 

600 GB, 15K  SAS drives 124 (120 active+4 hotspare) 

100 GB, Flash drives 11 (10 active+1 hotspare) 

1 TB, 7.2K RPM NL-SAS drives 0 

Data Movers 0 
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Conclusion 
 

These sizing guidelines in this white paper show how to choose the appropriate VNX 
Series and components for different VDI environments. The following tables show the 
recommended configuration for different VDI workloads.  

Table 18. Sizing summary for Citrix XenDesktop with MCS 

No. of 
desk tops 

VNX 
system 

Data 
Move rs 
(Active+ 
standby) 

Required drives 

SSD drive s 15K SAS drives 7.2K NL-SAS drives 

Active Hotspa re Total Active Hotspa re Total Active Hotspa re Total 

500 VNX5300 2 (1+1) 2 1 3 20 1 21 16 1 17 

1000 VNX5300 2 (1+1) 2 1 3 20 1 21 16 1 17 

1500 VNX5300 2 (1+1) 6 1 7 40 2 42 32 2 34 

2000 VNX5500 3 (2+1) 4 1 5 40 2 42 32 2 34 

2500 VNX5500 3 (2+1) 8 1 9 60 2 62 48 2 50 

3000 VNX5500 3 (2+1) 8 1 9 60 2 62 48 2 50 

3500 VNX5700 4 (3+1) 10 1 11 80 3 83 64 3 67 

4000 VNX5700 4 (3+1) 10 1 11 80 3 83 64 3 67 

4500 VNX5700 4 (3+1) 14 1 15 100 4 104 80 3 83 

5000 VNX7500 5 (4+1) 10 1 11 100 4 104 80 3 83 

5500 VNX7500 5 (4+1) 14 1 15 120 4 124 96 4 100 

6000 VNX7500 5 (4+1) 14 1 15 120 4 124 96 4 100 

6500 VNX7500 6 (5+1) 18 1 19 140 5 145 112 4 116 

7000 VNX7500 6 (5+1) 18 1 19 140 5 145 112 4 116 

7500 VNX7500 6 (5+1) 22 1 23 160 6 166 128 5 133 

 
Table 19. Sizing summary for VMware View 

No. of 
desk tops 

VNX 
system 

Data 
Move rs 
(Active+ 
standby) 

Required drives 

SSD drive s 15K SAS drives 7.2K NL-SAS drives 

Active Hotspa re Total Active Hotspa re Total Active Hotspa re Total 

500 VNX5300 2 (1+1) 2 1 3 15 1 16 16 1 17 

1000 VNX5300 2 (1+1) 2 1 3 15 1 16 16 1 17 

1500 VNX5300 2 (1+1) 6 1 7 30 1 31 32 2 34 

2000 VNX5500 3 (2+1) 4 1 5 30 1 31 32 2 34 

2500 VNX5500 3 (2+1) 8 1 9 45 2 47 48 2 50 

3000 VNX5500 3 (2+1) 8 1 9 45 2 47 48 2 50 

3500 VNX5700 4 (3+1) 10 1 11 60 2 62 64 3 67 

Summary 
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No. of 
desk tops 

VNX 
system 

Data 
Move rs 
(Active+ 
standby) 

Required drives 

SSD drive s 15K SAS drives 7.2K NL-SAS drives 

Active Hotspa re Total Active Hotspa re Total Active Hotspa re Total 

4000 VNX5700 4 (3+1) 10 1 11 60 2 62 64 3 67 

4500 VNX5700 4 (3+1) 14 1 15 75 3 78 80 3 83 

5000 VNX7500 5 (4+1) 10 1 11 75 3 78 80 3 83 

5500 VNX7500 5 (4+1) 14 1 15 90 3 93 96 4 100 

6000 VNX7500 5 (4+1) 14 1 15 90 3 93 96 4 100 

6500 VNX7500 6 (5+1) 18 1 19 105 4 109 112 4 116 

7000 VNX7500 6 (5+1) 18 1 19 105 4 109 112 4 116 

7500 VNX7500 6 (5+1) 22 1 23 120 4 124 128 5 133 

 
Table 20. Sizing summary for Citrix XenDesktop with PVS 

No. of 
desk tops 

VNX 
system 

Data 
Move rs 
(Active+ 
standby) 

Required drives 

SSD drive s 15K SAS drives 7.2K NL-SAS drives 

Active Hotspa re Total Active Hotspa re Total Active Hotspa re Total 

500 VNX5300 2 (1+1) 2 1 3 16 1 17 16 1 17 

1000 VNX5300 2 (1+1) 2 1 3 16 1 17 16 1 17 

1500 VNX5300 2 (1+1) 6 1 7 32 2 34 32 2 34 

2000 VNX5500 3 (2+1) 4 1 5 32 2 34 32 2 34 

2500 VNX5500 3 (2+1) 8 1 9 48 2 50 48 2 50 

3000 VNX5500 3 (2+1) 8 1 9 48 2 50 48 2 50 

3500 VNX5700 4 (3+1) 10 1 11 64 3 67 64 3 67 

4000 VNX5700 4 (3+1) 10 1 11 64 3 67 64 3 67 

4500 VNX5700 4 (3+1) 14 1 15 80 3 83 80 3 83 

5000 VNX7500 5 (4+1) 10 1 11 80 3 83 80 3 83 

5500 VNX7500 5 (4+1) 14 1 15 96 4 100 96 4 100 

6000 VNX7500 5 (4+1) 14 1 15 96 4 100 96 4 100 

6500 VNX7500 6 (5+1) 18 1 19 112 4 116 112 4 116 

7000 VNX7500 6 (5+1) 18 1 19 112 4 116 112 4 116 

7500 VNX7500 6 (5+1) 22 1 23 128 5 133 128 5 133 
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